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Authoring New Content for AutoTutor 

AutoTutor was designed to be generic, rather than domain-specific. Au-
toTutor is appropriate for any subject matter that involves verbal reasoning, 
as opposed to precise, closed-world knowledge and skills such as mathemat-
ics, statistics, or logic. There is an authoring tool that makes it easy for in-
structors and curriculum designers to prepare new material on new topics 
in a curriculum script. It is called the AutoTutor Script Authoring Tool, ASAT 
(Susarla, Adcock, Van Eck, Moreno, & Graesser, 2003). ASAT guides the 
curriculum designer through the process of creating content. The person 
does not need to have any advanced knowledge of computer software in 
order to use this authoring tool. We should acknowledge, however, that it 
has always been extremely difficult to develop authoring tools for advanced 
learning environments (Murray, Blessing, & Ainsworth, 2003). It would be 
misleading to say that the curriculum designer would not benefit tremen-
dously from knowledge of information technologies, education, language, 
and cognitive science. 

A basic version of AutoTutor can be developed for a new topic in three 
steps. First, a latent semantic analysis (LSA) space is constructed from a 
large corpus of electronic texts on the subject matter. Actually, this step may 
be circumvented by simply using an existing extremely large corpus and 
LSA space that covers a broad landscape of subject matters (see Landauer 
et al., 2007). Second, a glossary of terms is integrated with AutoTutor. Elec-
tronic glossaries are routinely available for most subject matters. Third, the 
lesson planner creates the curriculum script with ASAT, which methodically 
guides the person through the process of creating content. 

The curriculum script consists of a questions or problems that would 
stimulate a dialogue between AutoTutor and the student. For example, the 
structure of the curriculum script for our physics tutor had 10 problems that 
we embedded in the material the students read on physics. The structural 
components of the curriculum script are presented below for the physics 
tutor version that did not have embedded interactive simulations. 

	 1.	 Set of physics problems (topics)
	 2.	 Problem → Context + Question + Explain + (Picture)
	 3.	 Ideal answer with full line of reasoning in paragraph
	 4.	 Set of important expectations in ideal answer

	 a.	 A family of hints, prompts, and assertions to elicit expectations
	 b.	 A hint completion for each hint (i.e., correct response to a hint)
	 c.	 A prompt completion for each prompt

	 5.	 Set of anticipated misconceptions 
	 a.	 Plus a correction for each misconception

	 6.	 Set of anticipated questions and their answers
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	 7.	 Set of key concepts 
	 a.	 Plus one more functionally equivalent referring expressions for 

each concept
	 8.	 Summary of ideal answer
	 9.	 Mark-up language for animated agents, with pauses, durations of 

words, emphasis, gestures, emotions, and so forth

An expanded ASAT would be needed for external media with pictures to 
point to and interactive simulations to manipulate. As with all authoring 
tools, ASAT has instructions, help, examples, and other forms of scaffold-
ing to assist the curriculum designer. 

At this point ASAT has been used by approximately 30 students, faculty, 
and teachers. We completed a systematic study on 15 experts in biology who 
created curriculum scripts on a sample of topics. It took approximately 40 
minutes for a lesson planner to create the curriculum script for one diffi-
cult problem or question that takes a typical student 20 minutes to answer. 
Developing AutoTutor for a new course could be accomplished in a time-
span measured in weeks or months. This is much faster than many intel-
ligent tutoring systems that take years to develop. 

Empirical Evaluations of AutoTutor

We have tested AutoTutor on a number of empirical criteria. These include 
the quality of AutoTutor’s dialogue, learning gains, the learner’s percep-
tions of the learning experience with AutoTutor, AutoTutor’s ability to 
adapt to the learner, and the accuracy of AutoTutor’s tracking of the cogni-
tive states of the learner. The section gives the highlights of what we have 
learned from these empirical evaluations of AutoTutor. 

Quality of AutoTutor’s Dialogue

The conversations managed by AutoTutor are hardly perfect, but are 
smooth enough for students to get through the sessions with minimal 
difficulties. Indeed, we have been consistently surprised that no student, 
among the thousands of students we have run, has left the tutoring session 
with frustration, irritation, or disgust. The quality of the conversation will 
only continue to improve as we add deeper natural language understand-
ing facilities to the system that reflect advances in computational linguistics 
(Jurafsky & Martin, 2000), discourse processes (Graesser, Gernsbacher, & 
Goldman, 2003), and the representation of world knowledge (Landauer et 
al., 2007).
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One series of studies on dialogue quality performed a fine-grained by-
stander Turing test. These studies revealed that AutoTutor’s dialogue is suf-
ficiently tuned so that a bystander who observes tutorial dialogue in print 
cannot tell whether a particular turn was generated by AutoTutor or by an 
expert human tutor of computer literacy (Person & Graesser, 2002). How 
was this type of Turing test conducted? A series of studies were conducted 
that randomly sampled AutoTutor’s turns within a tutorial dialogue session 
with AutoTutor. Half of the turns were generated by AutoTutor and half 
were substituted by a human expert tutor on the basis of the dialogue histo-
ry. Bystander participants were presented these tutoring moves in a written 
transcript and asked to decide whether each sampled turn was generated 
by a computer or a human. The results revealed that the bystander judges 
could not tell the difference. The judges claimed that human-generated 
tutor moves were generated by humans 49% of the time and AutoTutor-
generated moves were generated by humans 50% of the time. AutoTutor 
therefore successfully passed the fine-grained bystander Turing test for in-
dividual tutoring turns. It should be emphasized, however, that a bystander 
can eventually tell whether a sequence of turns was part of a dialogue with 
AutoTutor versus a human tutor. AutoTutor’s dialogue is hardly perfect be-
cause AutoTutor does not have the depth of language comprehension and 
global coherence. But surprisingly, AutoTutor is close enough to human 
tutorial dialogue to keep the conversation going. 

We have conducted very detailed analyses of AutoTutor that point to 
aspects of the dialogue and tutoring mechanism that could be improved. 
One problem lies in errors in interpreting the content of student turns. 
The pattern matching operations between student contributions in a turn 
and AutoTutor’s expectation statements (i.e., E1, E2, E3) are not perfect, so 
some students get frustrated and conclude that AutoTutor is not listening. 
We are currently improving the language analyses facilities at the level of 
syntax, semantics, and inference generation (Rus & Graesser, 2006). 

A second problem consists of misclassification of the speech acts in stu-
dent turns. The student turns are segmented into speech acts and each 
speech act is assigned to one of approximately 20 speech act categories. 
These categories include student assertions, questions in 16 different cat-
egories, short responses (yeah, right), meta-cognitive expressions (I don’t un-
derstand, I see), and meta-communicative expressions (What did you say?). 
The accuracy of classifying the student speech acts into categories varies 
from .87–.96 (Olney et al., 2003), but is not perfect. The dialogue coher-
ence breaks down when some misclassification errors occur, which ends 
up confusing students. More efforts are needed to improve the speech act 
classification accuracy and to manage the dialogue to minimize exposure 
of unwanted consequences. 
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A third problem occurs when the AutoTutor does not generate relevant 
and informative answers to the student questions. AutoTutor can handle 
roughly half of the student questions so half of AutoTutor’s replies are ei-
ther incorrect, constitute requests for clarification (I don’t understand your 
question, so could you rephrases it?), or pass the burden onto the student (That’s 
a good question, so how would you answer it?). Improvements in the question 
answering facilities are needed to minimize this third problem. 

A skeptic may raise the objection that animated pedagogical agents like 
AutoTutor will ultimately be a disaster when they do not completely under-
stand the human (Shneiderman & Plaisant, 2005), but create expectations 
in the human that they do understand (Norman, 1994). This is true when 
there are high expectations on the quantitative precision of answers and 
there is a high degree of shared knowledge between humans and comput-
ers. However, this is not the case when tutoring on verbal content for stu-
dents who have little or no subject matter knowledge and when the tutor 
hedges on how well it understands the student. An AutoTutor might be just 
the right fit for this niche. 

We have recently tested the first version of AutoTutor with speech rec-
ognition. The Dragon speech recognition system is correctly translating 
roughly 75% of the content words so AutoTutor’s semantic evaluator was 
far from perfect. Nevertheless, AutoTutor produced reasonable responses 
to most of what the student said, even though its understanding was imper-
fect. We suspected that many of the college students who used this version 
of AutoTutor had the illusion that AutoTutor was comprehending them. 
But indeed, that just may be the way it is when students try to communicate 
with human tutors. The real test of the value of AutoTutor does not lie in 
its ability to comprehend perfectly, but rather in its comparisons to humans 
and in its ability to facilitate learning.  

Learning Gains with AutoTutor

One might ask the fundamental question of why we would expect learn-
ing gains to be comparatively high in a conversation-based tutor like Auto-
Tutor? Why would we expect AutoTutor to be better than reading a text-
book, classroom teaching, or a traditional computer-based training system 
that is adaptive and that gives immediate feedback? 

There are many reasons to expect AutoTutor to show better learning 
gains than reading a textbook and classroom instruction. For example, Au-
toTutor’s emphasis on deep reasoning and challenging problems to solve 
rather than acquiring shallow knowledge and facts is one obvious reason. 
These deeper levels of processing are not typically achieved in normal 
reading and classroom experiences. Another reason is that conversation 
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in natural language is more accessible to many learners than other forms 
of media and communication. A significant segment of the population of 
learners prefer face-to-face communication in natural language over texts, 
mathematical formulae, graphs, tables, and other types of media. A differ-
ent angle to answering the above questions would be to acknowledge the 
empirical research on human tutoring that has shown its advantages over 
classroom learning (Cohen, Kulik & Kulik, 1982) and reading textbooks 
(Graesser et al., 2004; VanLehn et al., 2007). AutoTutor attempts to mimic 
the discourse patterns of human tutors so it should be expected to enjoy 
such advantages in learning gains. 

At this point in time, there have been no head-to-head comparisons be-
tween AutoTutor and conventional computer-based training systems that 
deliver adaptive instruction and immediate feedback. There have also been 
no comparisons with sophisticated intelligent tutoring systems that lack nat-
ural language communication. Research is needed to determine how the 
advantages of natural language dialogue and the pedagogical mechanisms 
of AutoTutor compare to the features of other systems. AutoTutor does not 
handle precise mathematical computations so intelligent tutoring systems 
might show an advantage on those dimensions even though they pay a pen-
alty by lacking natural language dialogue. It is plausible that there are apti-
tude-treatment interactions, with (a) lower ability learners showing greater 
benefits from AutoTutor’s conversational component but (b) high ability 
students showing greater benefits from a conventional computer-based sys-
tem with fast efficient feedback or intelligent systems that can adaptively 
reason with mathematical precision.

The learning gains of AutoTutor have been evaluated in roughly 20 ex-
periments conducted during the last decade. Assessments of AutoTutor on 
learning gains have shown effect sizes of approximately .8 standard devia-
tion units in the areas of computer literacy (Graesser et al., 2004) and New-
tonian physics (VanLehn, Graesser et al., 2007) when contrasted with ap-
propriate comparison conditions. An effect size with the value of 1 standard 
deviation (called a sigma) is approximately a one letter grade difference. 
These evaluations of AutoTutor place AutoTutor somewhere between un-
trained human tutors who yield effect sizes of .42 sigma (Cohen, Kulik, & 
Kulik, 1982) and an intelligent tutoring system with ideal tutoring strategies 
that yield effect sizes of 1.0 sigma (Corbett, 2001). The assessments of learn-
ing gains from AutoTutor have varied between 0 and 2.1 sigma (a mean 
of .8), depending on the learning performance measure, the comparison 
condition, the subject matter, and the version of AutoTutor. 

Approximately a dozen measures of learning have been collected in 
these assessments of AutoTutor. The measures include: (1) multiple choice 
questions on shallow knowledge that tap definitions, facts and properties 
of concepts, (2) multiple choice questions on deep knowledge that taps 
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causal reasoning, justifications of claims, and functional underpinnings of 
procedures, (3) essay quality when students attempt to answer challenging 
problems, (4) a cloze task that has subjects fill in missing words of texts 
that articulate explanatory reasoning on the subject matter, and (5) perfor-
mance on problems that require problem solving. Attempts are also made 
to control for training time among the various conditions in these assess-
ments of learning gain. 

Assessments of learning in these various conditions have uncovered a 
number of findings that are summarized in previous published studies 
(Graesser, Lu et al., 2004; VanLehn et al., 2007). Some of these findings are 
counterintuitive. 

	 1.	 AutoTutor versus reading a textbook. Learning gains with AutoTutor 
are superior to reading from a textbook on the same topics for an 
equivalent amount of time. This result applies to tests of deep knowl-
edge (i.e., explanations and inferences, as in the Force Concept 
Inventory, Hestenes, Wells, & Swackhamer, 1992) rather than shallow 
knowledge. One might expect a textbook to yield superior learning 
because the learner has absolute control over inspection strategies. 
However, the flip side is that most readers settle for shallow stan-
dards of comprehension (Hacker et al., 1998; Maki, 1998) so they do 
not engage in the acquisition of deep knowledge from reading. 

	 2.	 Reading a textbook versus doing nothing. Learning gains are zero in 
both of these conditions when the tests tap deeper levels of compre-
hension. This may be because there a very low correlation (r = .27) 
between college students’ perceptions of how well they are com-
prehending and their actual comprehension when measured by 
objective tests (Maki, 1998). Readers need difficult problems, such 
as those posed by AutoTutor, that challenge their illusions of compre-
hension (Glenberg, Wilkinson, & Epstein, 1982); this does not occur 
when students read text with shallow standards of comprehension. 

	 3.	 AutoTutor versus expert human tutors. Learning gains from AutoTutor 
have been compared with the gains of accomplished human tutors 
who communicated with the students through computers in com-
puter-mediate communication, as opposed to face-to-face. Learning 
gains were equivalent for students with a moderate degree of physics 
knowledge. In contrast the expert human tutors prevailed when the 
students had low physics knowledge and the dialogue was spoken. 

	 4.	 Deep versus shallow tests of knowledge. The largest learning gains from 
AutoTutor have been on deep reasoning measures rather than mea-
sures of shallow knowledge (e.g., definitions of terms, lists of entities, 
properties of entities, recognition of explicit content). 
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	 5.	 Zone of proximate development. AutoTutor is most effective when there 
is an intermediate gap between the learner’s prior knowledge and 
the ideal answers of AutoTutor. AutoTutor is not particularly effec-
tive in facilitating learning in students with high domain knowledge 
and when the material is too much over the learner’s head.

One way of analyzing the learning gains is to compare the normal con-
versational AutoTutor with different comparison conditions. We comput-
ed mean effect sizes for these contrasts on multiple choice questions that 
tapped deep reasoning. The conversational AutoTutor has (a) a .80 effect 
size (sigma) compared with pretests, reading a textbook, or doing noth-
ing, (b) a .22  sigma compared with reading text book segments directly 
relevant to the AutoTutor problems, (c) a .13  sigma compared with Au-
toTutor presenting speech acts in print instead of the talking head, (d) a 
.08 sigma compared with expert human tutors in computer-mediated con-
versation, and (e) a –.20 sigma compared with a version of AutoTutor that 
is enhanced with interactive 3D simulations (i.e., the interactive simulations 
are better). Regarding AutoTutor 3D, the interactive simulation is helpful 
only for the learners who actually use the interactive microworld (Jackson 
& Graesser, 2006).

The Learner’s Perception of the Learning Experience

Jackson and Graesser (2007) recently conducted a study with different 
versions of AutoTutor that assessed both learning gains and the learner’s 
perceptions of the system. The learning measures consisted of multiple 
choice questions that tapped deep comprehension and explanation-based 
reasoning about Newtonian physics. The perception measures were rat-
ing scales on a number of dimensions: their liking of the learning experi-
ence, the ease of interacting with the system, how much they believed they 
learned, and how interesting the experience was. Each of these ratings was 
on a 6-point scale. 

Jackson and Graesser (2007) had different versions of AutoTutor that ma-
nipulated the feedback that the college students received during their interac-
tions with AutoTutor. In one condition, they received both content and progress 
feedback. The content feedback consisted of (a) highlighting in red the im-
portant words about physics (e.g., force, acceleration, mass) in the dialogue 
history after the students expressed them in their conversational turns and (b) 
presenting a summary of the ideal answer to the question after the interaction 
was finished for that question. The progress feedback consisted of (a) prog-
ress bars on how much each expectation was covered after each student turn 
and (b) points on their performance after each question was answered. In ad-
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dition to this Content+Progress Feedback condition, students were randomly 
assigned to a Content Feedback only condition, a Progress Feedback only con-
dition, and a No Feedback condition. Our prediction was that the feedback 
would improve the student’s perceptions of the learning experience.

The results of the experiment were quite illuminating in a number of 
respects. We were happy to confirm that learning gains were significantly 
improved by the feedback when we analyzed proportional learning gains, 
[(posttest score  –  pretest score)/(1  –  pretest score)]. These scores were 
.19, .28, .14, and .07 in the Content+Progress, Content, Progress, and No 
Feedback conditions, respectively. It was the content feedback that had a 
greater impact on learning than the progress feedback. We were surprised 
to learn that the students’ perceptions of these systems were inversely re-
lated to the amount they learned. For example, the Content Feedback con-
dition yielded much higher learning than the No Feedback condition, but 
the students’ mean interest ratings were substantially lower in the Content 
Feedback condition than the No Feedback condition, 3.25 versus 4.73, re-
spectively. Indeed, the mean ratings of nearly all of the scales of student 
perceptions were more positive in those conditions that yielded the least 
amount of learning. Simply put, deep learning is not fun. Such a result of 
course calls into question the role of student perceptions in the design of 
learning environments that attempt to maximize learning. 

When considering all of the studies we have conducted on students’ per-
ceptions of AutoTutor, the best conclusion to be made is that the ratings 
are average, but slightly lean in the positive direction. College students are 
not gaga over the talking head and conversational facilities that we have de-
signed. Perhaps their impressions would improve with a better talking head 
and an improved engineering of the dialogue. According to the available 
empirical studies in our lab, student impressions are significantly affected 
by the quality of the speech engine (Louwerse, Graesser, Lu, & Mitchell, 
2005) and particular properties of the facial persona that are not well un-
derstood (Graesser, Moreno et al., 2003; Moreno, Klettke, Nibbaragandla, 
Graesser, 2002), but it is the quality of the content in the conversational 
turns that matters most (Graesser, Moreno, et al., 2003). Therefore, we are 
currently investing most of our effort in improving the computational lin-
guistics components on natural language understanding (Rus & Graesser, 
2006; Rus, McCarthy, & Graesser, 2006) and natural language generation 
(Cai et al., 2006; Rus, Cai, & Graesser, 2007).

AutoTutor’s Adaptation to the Student 

AutoTutor was designed to be adaptive to the subject matter knowledge 
of the learner, the verbal abilities of the learner, and the dialogue history. 
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More specifically, the dialogue moves composed by AutoTutor are sensitive 
to the following constraints and parameters: The speech act categories of 
the student in the previous turn (e.g., are they asking a question or assert-
ing information), the quality of the student’s assertions in the previous turn, 
the coverage of the expectations throughout the dialogue history for the 
particular problem under focus, the words that the student has articulated 
in the expectation under focus, misconceptions expressed by the student, 
and a dialogue planning module. Therefore, no two conversations with Au-
toTutor are ever the same. AutoTutor is an adaptive, dynamic system; it is 
not a rigid, scripted, choreographed, information-delivery system.

Jackson and Graesser (2006) performed analyses that assessed the sensi-
tivity of AutoTutor to the subject matter knowledge of the learner. Pretest 
scores on the subject matter (physics or computer literacy) were available 
as a measure of how much prior knowledge the student has on the domain 
being tutored. If AutoTutor is truly adaptive, then the pretest scores should 
predict how often AutoTutor gives particular types of feedback, corrections, 
and dialogue moves that attempt to cover the expectations (namely the 
pumps, hints, prompts, and assertions). Correlational analyses have con-
firmed the obvious predictions that would be made if AutoTutor were sen-
sitive to the knowledge of the learner. Consider first the short feedback 
that AutoTutor gives to the student after most of the student’s turns; this 
short feedback is either positive (very good), neutral (okay), or negative (not 
quite). As would be expected, the pretest scores on student domain knowl-
edge had a significant positive correlation with AutoTutor’s positive short 
feedback moves and a negative correlation with negative feedback. Next 
consider the corrections that AutoTutor makes when identifying student 
errors/ misconceptions and subsequently correcting them. There was a 
negative correlation between pretest scores and the frequency of correc-
tions by AutoTutor. Finally, consider the four dialogue move categories that 
attempt to cover the content of the expectations in the curriculum script: 
Pumps, hints, prompts, and assertions. The proportion of dialogue moves 
in these categories should be sensitive to student knowledge that reflects 
a continuum from the student supplying information to the tutor supply-
ing information as we move from pumps, to hints, to prompts, to asser-
tions. The correlations were indeed positive between pretest scores and the 
proportion of dialogue moves that are pumps and hints, but negative with 
prompts and assertions. For students with more subject matter knowledge, 
all AutoTutor needs to do is primarily pump and hint, thereby encourag-
ing or nudging the student to supply the answer to the question and ar-
ticulate the expectations. For students with less subject matter knowledge, 
AutoTutor needs to generate prompts for the student to articulate specific 
words, or alternatively to assert the correct information, thereby extract-
ing knowledge piecemeal or telling the student the correct information. 
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These results support the claim that AutoTutor performs user modeling 
with some modicum of accuracy and adaptively responds to the learner’s 
level of knowledge.

Tracking the Cognitive States of the Learner

We have conducted a series of studies that assess how well AutoTutor 
tracks the particular expectations associated with a good answer to a chal-
lenging question in physics or computer literacy (Graesser, Penumatsa, 
Ventura, Cai, & Hu, 2007; Rus & Graesser, 2006). As discussed earlier, Au-
toTutor is continuously monitoring whether the student’s contributions 
match three to seven expectations (e.g., E1 in the example presented ear-
lier is “The magnitudes of the forces exerted by the two objects on each 
other are equal”) and three to seven misconceptions (e.g., M1 is “A lighter/
smaller object exerts no force on a heavier/larger object”). A match evalu-
ation score for each expectation and misconception is continuously being 
updated after each student turn. The match evaluation score varies from 0 
to 1, with 1 signifying that all of the semantic content in the expectation/
misconception is covered by the contributions expressed by the student 
during the tutorial dialogue. The computational algorithms of the match 
evaluation scores have varied among versions of AutoTutor and will not be 
addressed in this chapter. It suffices to say that these algorithms consider 
inferential knowledge in addition to coverage of explicit content words in 
the expectation/misconception.

We have analyzed the accuracy of the match evaluation scores by compar-
ing AutoTutor’s scores to judgments of subject matter experts. For example, 
we have analyzed the complete answers that students give as an answer to 
one of the challenging physics questions, recorded AutoTutor’s match eval-
uation score for each expectation/misconception, and collected ratings 
from five expert physicists as to whether each expectation/misconception 
was present in the student answers. There were three values in these expert 
judgments: (1) explicitly present, (2) implicitly present, versus (3) absent. 
A stringent criterion was a rating of 1 whereas a lenient criterion was a rat-
ing of one or two. Similarly, misconceptions were judged on a 3-point scale. 
When considering all judges, an expectation or misconception was consid-
ered covered if the majority of experts scored it as covered (given the op-
erative criterion). The correlations between these match evaluation scores 
and expert ratings have varied between .35 and .50, depending on the crite-
rion, algorithm, and other details that need not be considered here. 

One expert physicist rated the degree to which particular speech acts ex-
pressed during AutoTutor training matched particular expectations. These 
judgments were made on a sample of 25 physics expectations and five ran-
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domly sampled student answers per expectation, yielding a total of 125 
pairs of expressions. This analysis involves comparisons between sentential 
expectations and single student speech acts during training. The units of 
comparison are not the same as previous analyses in which an expectation 
is compared with content of an entire student answer. The question is how 
well the expert ratings correlate with match evaluation score for the relevant 
expectation. We found that the correlation between an expert judge’s rat-
ing and the match evaluation score was modest (r = .29), but significant in 
accounting for the 125 items. We scaled the 125 items on two other metrics 
to see how they would compare with AutoTutor’s original match evaluation 
score, which was based entirely on latent semantic analysis (Landauer et 
al., 2007). First, we computed overlap scores between the content words in 
the student speech acts and expectations. If an expectation has A content 
words, a student speech act has B content words, and there are C common 
words between the two sentential units, then the overlap score is computed 
as [2C/(A+B)]. The correlation between expert ratings and word overlap 
scores was .39, so a simple word overlap metric does a reasonable job when 
sentential units are compared. Second, we scaled whether the serial order 
of common content words was similar between the two sentential units by 
computing Kendall’s Tau scores; this word order similarity metric had a .25 
correlation with the expert ratings. We performed a multiple regression 
analysis that assessed whether the expert ratings could be predicted by LSA, 
word overlap, and Kendall’s Tau together. The three predictors accounted 
for a significant r = .42. Therefore, we believe that analyses of sentences 
would benefit from a computational algorithm that considers a mixture 
of several interpretation mechanisms, including semantic entailment and 
inference (Rus, McCarthy, & Graesser, 2006). This will be an important 
priority in future research because some students get frustrated when they 
feel that AutoTutor does not understand them.

Tracking the Emotional States of the Learner

A series of studies have assessed how well AutoTutor classifies whether 
the learner is experiencing frustration, confusion, boredom, flow/engage-
ment, delight or surprise (D’Mello et al., 2006; D’Mello, Picard, & Graesser, 
2007; D’Mello et al., in press). AutoTutor is moderately successful in track-
ing these emotions on the basis of the dialogue history, facial expressions 
of the learner, posture of the learner, and speech intonation. AutoTutor 
detects the correct emotion approximately half of the time over and above 
a base rate of 0, approximately the same likelihood that human experts 
would classify these emotions.
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How might an emotion-sensitive AutoTutor help learning? As discussed 
earlier, AutoTutor should respond very differently when the learner is in 
these different emotional states. AutoTutor needs to deliver razzle-dazzle 
when the student is bored, hints when the student is frustrated, encour-
agement when experiencing delight, typical responses when the student is 
engaged (a state of flow), and so on. Confusion is an interesting affective 
state because that is when thinking is most pronounced in the learner. Au-
toTutor should not cut off such productive thinking, but how much confu-
sion should occur before AutoTutor needs to step in with some productive 
direction? These are all questions for future research. No one has investi-
gated the relationship between learning and an emotion-sensitive tutor.  

Closing Comments

Animated pedagogical agents have the potential to have a revolutionary impact 
on education. Researchers can systematically manipulate and constrain how 
these agents produce messages, give feedback, and respond to learners in a 
tailored intelligent fashion. This is nearly impossible to achieve when research-
ers attempt to train human instructors how to systematically deliver the cur-
riculum, messages, strategies, and style of a classroom or tutorial interaction. 
Humans fall prey to regressing to natural habits of teaching and conversing 
whereas computer agents can mind the theoretical pedagogy. We are at a spe-
cial point in history when these computer agents go a long distance in simulat-
ing human speech, content, and emotions. It would be wise to capitalize on this 
technology rather than to have the knee-jerk reaction that computers are not 
human. Designers of these learning environments are indeed very human.
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